
1

Incentives for Innovators:
Contracts Within and Between Firms

Pierre Azoulay
MIT Sloan School of Management
Economics of Ideas, Science, & Innovation PhD Short Course

@pierre_azoulay

The problem of designing appropriate innovation 
incentives is multi-tiered

 Choosing which problems to work on

 Establishing incentives for problems that are socially useful

 Avoiding distortions once the innovation is developed
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Three Broad Types of Incentives

 Prizes
– Rewarding successful completion of a project
– An explicit incentives approach

 Market incentives: Patents and Trade Secrets
– Granting an exclusive (but perhaps temporary) control right
– Allowing innovators to control use of discoveries
– Exclusionary rights vs. other control rights

 Contracting for Innovative Effort
– May involve an auction to earn the “right” to work and get paid for 

completed projects

Providing incentives for routine activities: a 
(relatively) easy problem

 Evidence come from settings in which tasks are routine, e.g. windshield installation 
or tree planting (Lazear 2000; Shearer 2004)

 PfP inhibits creative responses, and therefore may decrease productivity in flexible, 
open-ended tasks (McGraw 1978; Kohn 1993; Amabile 1996)
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Thinking Hard, or Hardly Thinking?

a man in sober meditation battling
with a powerful internal struggle...

The Problem of Providing Incentives for Innovation

 Relative to traditional goods, providing 
incentives for producing “ideas” is problematic
– ex ante specifications are difficult to write 

down, particularly given how uncertain nature 
of innovative output

– ex post property rights are difficult to establish 
and/or enforce

– effort is difficult to observe and almost 
impossible to verify

 Interestingly, human beings devote significant 
uncompensated effort towards creative activity 
and the creation of new ideas
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Grigori Perelman & the Poincaré Conjecture

Incentive Contracts for Innovators:
Two Approaches

 Contractual incompleteness: it is just too difficult to contract on innovative 
outcomes directly
– All we can do is allocate decision/property rights between principal and agent, who will then 

bargain ex post over the surplus created by their joint activities (Grossman/Hart/Moore; 
Aghion and Tirole 1994)

 Incentive contracting despite risk aversion, long time lags, noisy performance, 
complicated interdependencies
– A case for entrepreneurship?
– A case for muted output-based incentives, combined with relational contracts 

(Holmström/Milgrom/Roberts)
– A case for contracts with a dynamic structure (Manso 2011)
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A Canonical Property Rights Model:
Aghion & Tirole 1994

 Research Unit [RU] performs research for customer [C]

 Value of innovation is V

 p(e,E) is probability of success
– e is RU’s effort
– E is C’s investment (e.g., specialize downstream commercialization assets)
– e and E can’t be contracted upon

 RU has no cash endowment

 First-best e*, E* chosen such that

 If C owns the innovation then RU is not rewarded (integration)

 If RU owns the innovation, C and RU bargain over the licensing fee once the 
innovation has been made

 Who should own the innovation?

Integration Case

 RU receives no reward for innovating; supplies e=0
 C has appropriate incentives to invest; chooses E=E*(V)
 Profits are ∏RU=0 & ∏C=p[0, E*(V)]×V – E*(V)
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Non-Integration Case

 Each party receives V/2 in case of success

 RU will set e=e*(V/2) and C invest E=E*(V/2)

 Profits are:

and:

 Both parties underinvest in this case

Who should own the innovation?

 RU would like to own the innovation [URU > ∏RU]
– If RU’s effort is important enough [i.e., UC > ∏C], then RU should own
– If UC < ∏C , we need to think about bargaining power ex ante

 If RU has the bargaining power, RU owns iff
URU + Uc > ∏RU + ∏C [efficient allocation]

 If C has the bargaining power (e.g., many possible RUs), C always owns 
because RU is cash-constrained [inefficient allocation]
– URU + UC > ∏RU + ∏C

– UC < ∏C
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Main Insights of the Property Rights Approach

 We never get to first best: either one or both parties underinvest

 Efficiency demand that we allocate ownership of the innovation 
to the party that is associated with the highest marginal returns 
to innovative effort

 Financing constraints can lead to inefficiencies

Testing the Property Rights Model

 Early effort by Lerner and Merges (1998) who look at control 
rights between big pharma firms and biotechs

 Why focus on biotech?
– Lots of variation in

• contractibility (early vs. late stage project)
• degree of financing constraint (“hot” vs. “cold” IPO market)
• bargaining power (patents; other products/alliances)

– Practitioners painstakingly negotiate the allocation of control rights; 
surely they must matter?

– Phenomenon growing in importance over time
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Testable Ideas from A&T 1994

 Control rights in biotech alliances will tend to reside with the biotech 
firm at the early stages of development and with the partner at later 
stages of development

 Capital constraints will lead ownership to shift to the downstream 
partner

Measurement Challenge

“Practitioners suggest that no single control right stands out 
as critical. Rather it is the accumulation of rights to control 
contingencies that makes an alliance particularly favorable to 
the R&D or the financing firm” (p. 134)
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The Data: 200 Research Agreements

Results: A Mixed Bag

 Allocation of control rights to downstream firm increases with 
upstream’s financial resources

 Evidence about allocation of control rights and project stage goes 
against predictions from A&T
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Explaining Lerner & Merges’ “Provocative 
Findings”

 Maximizing joint surplus is second order relative to financial 
constraints

 The data is “too crude”

 Pharma firms mistakenly retain too much control 
(organizational politics within C)

Problems with Lerner & Merges (1998)

 Grab bag approach to control rights
– Which are the ones that really matter? Does it make sense to create a 

count measure?

 Does it make sense to test the canonical model?
– What is the central incentive problem that control rights should alleviate? 

Are we really concerned that the biotech researchers will call in sick?
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Lerner & Malmendier (2010)

 A reprise on biotech research agreements

 Much more precise on what the incentive problem is
– Project cross-subsidization

 In turn leads to focus on a specific decision right
– Termination right coupled with broad IP transfer and associated payments

 L&M develop a model in the spirit of GHM that is precisely tailored to the 
context at hand

 Specific predictions
– termination clauses with broad property rights should be more frequent when 

research is non-contractible
– this correlation should go away when RU is not financially constrained

The Data

 580 biotech research agreements from ReCap

 Contract “Header”
– who are the parties?
– when did they sign?
– is there a lead product? if so, what is the development stage?
– what is the underlying technology?
– what is the therapeutic indication/disease?

 Legal Content
– Focus on unilateral and unconditional termination rights whether or not 

coupled with broad transfers of IP
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Contractibility in Empirical Work

 clever proxy: specifiable lead product in the research agreement

 weaker proxy: therapeutic vs. veterinary/diagnostic product

Results
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Interaction with Financial Constraints

Alternative explanations

 Adverse selection
– Terminate the agreement once pharma finds out biotech firm is of low ability
– But broad IP transfer not especially valuable if this is the case
– Would be nice to test this more directly, by looking at the entrepreneur’s scientific 

pedigree (rather than the status of the start-up’s underwriter)

 Unobserved project heterogeneity, e.g., uncertainty
– Would predict correlation with specified termination rights (e.g., what happens if 

RU goes bankrupt) in addition to unconditional termination right

 Bargaining power: research firms without products may be subjected to 
stronger control rights
– Testable: split the sample by looking at RU’s other projects and how close they are 

to being approved by the FDA
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What happens if asset/rights allocation is sticky?

 Leads back to the difficult path of contracting for effort

 But according to Holmström (1989), innovation projects are:
– risky
– unpredictable
– long-term and multi-stage
– labor intensive
– idiosyncratic

The Multi-task Model
(Holmström & Milgrom 1991)

 Two tasks, e1 and e2, compete for a risk-averse agent’s attention

 y1=e1+μ1; y2=e2+μ2; μ~N(0,Σ); σ1 σ2.

 Leads to muted incentives for both tasks (with a few additional 
assumptions)
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Limitations of the Multitask Model

 Most for-profit firms do not look like the RMV!

 What about relational contracts to motivate attention to the 
second task (e.g., Azoulay 2004)?
– “do the ‘right thing’ and you’ll be promoted”

 Static model
– Appears to ignore the long term, multi-stage feature of innovation projects 

rightly emphasized by Holmström (1989)

Can we do better than the RMV?



16

Maybe not...

Let’s go back to the ideas production function

 dA/dt=f(A,H,K,Z)

 However much progress we have made since Solow, this is still 
a pretty limited and stylized representation of the creative 
process
– May not matter so much at the macro-level
– Seems more limiting to think about incentives for ideas production
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What Generates the Tail?

The Tension Between Exploration and Exploitation 
(Robbins 1952; March 1991)



18

Exploration vs. Exploitation

Incentives for Exploration Are Fundamentally Different 
from PfP (Manso 2011)

• Compensation?

• Termination?

• Commitment?

• Feedback?
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Incentives for Exploration Are Fundamentally Different 
from PfP (Manso 2011)

 tolerance for early failure 
and reward for long-term 
success

 job security

 long-term contracts

 timely feedback on 
performance

Single-Agent Decision Model
[No Agency Conflict]

 Two periods

 Two outcomes {S,F}

 Exploration is riskier than exploitation, 
but with more upside
– E[p2] < p1 < E[p2|S,2]

While the ex ante expected value of exploratory research approach is lower than the expected value 
of exploitative research, the updated expectation of the value of exploration is higher than that of 
exploitation if one obtains a success in the first period using the exploratory approach
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Single-Agent Decision Model

 Two action plans

 Exploration is better than exploitation 
iff

Undertaking the exploratory route in the first period is worthwhile if the value from learning is 
high, and the expected performance discount from learning is relatively low (as in the case where 
there are multiple periods, opportunities within a team, etc.)

The Principal-Agent Model

 Value of effort
– p0 < E[pi], for i=1,2

 Private costs
– c0=0, c1≥0, c2≥0

 The principal offers the agent a contract

 The agent has limited liability; cannot 
receive non-negative wages
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Contingent Wages and Expected Probabilities 
Induced by Action Plan j

k i

The agent then chooses a program that maximizes expected wages, net of c, the 
(private) costs of alternative actions

Inducing Exploitation

 Suppose that the principal would like to induce an exploitation strategy (and 
avoid shirking on the part on the agent)
– The principal knows that, in the absence of incentives for success, the agent will shirk, and 

also wants to avoid having the agent engage in exploration in the first period

– The principal sets the following contract:
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All failures are unrewarded, and, when it is important to discourage exploration in the first 
period, a premium for first-period success induces an exploitation strategy in the second period
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Inducing Exploration

 Suppose that the principal would like to induce an exploration strategy (and 
avoid shirking on the part on the agent)
– She knows that, in the absence of incentives for success, the agent will shirk, and also wants to 

avoid having the agent engage in exploitation in the first period. Assume that exploration is 
costly relative to exploitation (which Manso refers to as “radical” innovation)

– The principal sets the following contract:
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Success in the first period is now unrewarded, and there is actually a payment for first-period 
failure. However, to provide incentives for learning in the first period (i.e., avoid shirking), 
the contract includes a “bonanza” payment if there is success in both periods.

Choosing Between Exploration and Exploitation

 The principal’s choice between the exploration and exploitation incentive schemes will depend on:
– Relative cost of the two paths (c1 vs. c2)
– The value of learning about the exploratory path in order to enhance opportunities for success in the second 

period

 An exploration incentive scheme requires the principal to be able to commit to the worker across 
both periods (and not renege when there is a failure in the first period). An exploitation scheme can 
be implemented using short-term contracts.

 If there is only short-term contracting, a wage of 0 for success in the first period will induce shirking, 
and so it will be impossible to generate the learning required for efficient research path choice in the 
second period

 Monitoring and Feedback: If the principal observes first-period outcomes (but the agent does not), it 
is useful to provide such information in the case of an exploration research path, and is actually 
harmful along an exploitation path
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Limitations of the Manso (2011) Model

 See Ederer (2013) for an extension with team production

 Assumes contractibility of innovative activities

 The agent and the principal agree on the ultimate objective of the research

 What if tolerance for failure undermines incentives for standard tasks?

 Hellmann & Thiele (2010) combine the multi-task and property rights approaches in a 
static model
– standard task generates a contractible performance measure
– fruits of unplanned innovative efforts go unmeasured, require ex post bargaining 
– critical variable: appropriability (by the firm) of the agent’s unplanned innovation
– the Holmström/Milgrom intuition holds when appropriability is high
– when appropriability is low, the agent innovates too much in equilibrium, and explicit 

incentives are not as muted
– would be great to test these nuanced predictions!

Evidence consistent with Manso (2011)

 Lerner & Wulf (2007)
– Long-term (but not short-term) compensation for corporate R&D heads 

are associated with higher patent output at the firm level

 Tian & Wang (2014)
– IPO firms backed by more failure-tolerant VCs are more innovative

 Azoulay, Graff Zivin, and Manso (2011)
– Tolerance for failure and exploration in scientific research
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Ingredients in AGZM (2011)

 A setting in which agents are at risk of receiving exploitation OR 
exploration incentives

 A way to measure the quality of ideas (i.e., the tail)

 An experiment: a set of identical agents who receive only 
standard PfP-type incentives

Howard Hughes Medical Investigator Program

 Most important private source of funding for academic biomedical research

 HHMI selects about 50 “young” (i.e., cusp-of-tenure or recently tenured) life 
scientists from elite institutions every 3 years

 Very prestigious accolade

 Major source of funding for selected scientists

 But more than a prize, a program:
– “push the boundaries of science”
– “people, not projects”
– renewal every 5 years (with 2 year phase down), but first review rather lax
– intensive monitoring and evaluation
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Incubating future Nobelists...

Thomas
Südhof
2013 NOBEL PRIZE 
IN PHYSIOLOGY 
OR MEDICINE

Robert
Lefkowitz
2012 NOBEL PRIZE 
IN CHEMISTRY

Eric
Betzig
2014 NOBEL PRIZE 
IN CHEMISTRY

Randy 
Schekman
2013 NOBEL PRIZE 
IN PHYSIOLOGY 
OR MEDICINE

Paul
Modrich
2015 NOBEL PRIZE 
IN CHEMISTRY

Why HHMI?

 Program features match closely the characteristics of incentive systems that 
Manso (2011) claims should encourage exploration

 But important to recognize that the program could have other effects as well, 
e.g., anointment
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Exploitation Incentives: NIH Funding

 R01 grants from the NIH
– support particular projects, not individuals

– must be renewed every 3-5 years
• No points for “trying hard”
• Low-cost monitoring
• Probability of renewal shrouded in uncertainty (where will the “pay line” be in 3/4/5 

years?)

– common criticism: provides incentives to choose less risky topics (Kolata 
2009)
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Comparison Between the Two Sources of Funding

Challenges

 How Does One Measure “Creativity”?

 Selection vs. Treatment

 Interpretation of Treatment Effect: Incentives vs. ...
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Measuring Creativity

 Creativity := Outcomes “in the Tail”
– Number of papers in top quantiles of the citation distribution
– Prizes (Nobel, Lasker, election to NAS, IoM…)
– Grad Student/Postdoc Placement

 Creativity := Frequency of “Strike-outs”
– Number of papers in the bottom quartile of the citation distribution

 Creativity as Process: Extent of “Branching Out” or Recombination 
(Weitzman 1998; Burt 2004; Simonton 2004)
– …relative to the scientist’s own pre-appointment output
– …relative to the world’s scientific frontier

Results in One Picture
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Problems with the AGZM evidence

 Poor man’s identification strategy
– selection on observables
– combined with differencing

 Can’t distinguish the effect of $$ from the effect of longer time horizons/rich 
feedback/freedom to experiment

 Can’t distinguish between the incentives and sorting effects of HHMI 
appointments (best postdocs/grad students seek out HHMIs)

 Can’t filter out the effect of anointment
– But other evidence suggests these effects are small

(Azoulay, Stuart, & Wang 2010)

 Collaboration contaminates the control group
– Downward bias?


